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Recent Development of AI4Math

We have witnessed the “astonishingly” rapid development of AI4math in recent few months .



Research Paradigm of AI4math

Currently, in the math area, most of the current works are working on solving 
problems either in natural language or using formal language.

‣ Researchers focus on multiple directions of AI4math


‣ Building auto-formalizing techniques that translates natural language proof/
problem statement to formalized language, e.g., Lean.


‣ Building Lean library for multiple areas of math problems.


‣ Solving frontier math problems with the help of LLM, e.g., building agents.


‣ Improving mathematical reasoning


‣ Math education using AI


‣ …



Machine Learning Theory Research

‣ In AI and ML, the theoretical research is similar to math research:


‣ We formulate AI/ML problems using mathematical language, and develop rigorous 
proof to deliver guarantees on the algorithms, models, oracles, etc.


‣ But ML theory is not only the proof, it has the following paradigm
Structure of an ML theory problem

Setting
data model, oracle, loss,
metric, parameter regime

Target
upper bound, lower bound,

tightness

Proof mechanism
analysis tools,

chain of lemmas

Under [assumptions], for [model] on [task],
what is the [guarantee] (upper or lower bound), and is it tight?

! In research, the three parts change together. Changing the setting can make a proof
possible, but may also change the question.
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Manual ML Theory Research

‣ In the past years, the pipeline of manual theoretical research is as follows:


Manual ML theory research

Literature
survey

Choose
approach

Propose
idea

State
theorem

Write
proof Review

! Slow and serial. One problem takes weeks to months; few directions are explored in
parallel.

! The question can drift. After relaxing the setting, the result may no longer answer the
original problem.

! Proofs are hard to check. Steps are compressed and assumptions are spread across
the paper and appendix. In our audit, 80.4% of flagged papers contain an error that
needs more than a direct correction (Part 5).
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‣ Human cannot try different directions/approaches/ideas in short time.


‣ Typically, if a researcher find that the formulated problem is difficult to solve, one may 
try to relax the setting rather than keep solving the problem.


‣ When deriving the theoretical proof, human can have certain short-cut approaches to 
quickly verify whether the proof is correct or not.

As the LLM becomes more powerful, these aspects can be performed by LLM and 
we can build an agent to automatically perform the above procedures.



LLM for ML Theory Research

‣ Goal: start from an open problem/or a rough problem design, deliver the 
final setting, theorem, and proof.


‣ For instance, “I would like to study the how quantization-aware training affects the 
performance after fine-tuning. You may try to use a low-rank matrix factorization 
setting and develop the convergence or generalization guarantees”


‣ In many cases, we only seek theory that is “feasible and explainable” 
rather than requiring the bound to be extremely sharp. 

We can accept partial results as for ML theory research, the problem is allowed to be addressed 
under certain assumptions, which can be left for further exploration or verified via empirical results.



The VALG Agent

‣ Following the manual theoretical research pipeline, we develop VALG: the agent with 
verification, adaptive formulation for learning theory problem.

VALG ML Theory Research Agent

WORKFLOW 1 · IDEA DISCOVERY ↭ interactive checkpoint

INPUT

Research direction
source question +

optional research brief

STAGE 01

Literature survey
constraints, results, gaps

STAGE 02

Perspective selection
distinct,

gap-grounded lenses

M →3

active
branches

STAGE 03

Idea generation
mechanism, support,

duplicate gate

STAGE 04

Formalization
objects, assumptions,

exactly one goal

theorem contract
for branch m

↭ ↭

↭↭

WORKFLOW 2 · SPLIT THEORY PROOF · repeated for every active branch

PRODUCE · STAGE 01

Proof sketch
typed

dependency DAG

REVIEW · STAGE 02

Sketch review
early viability gate

PRODUCE · STAGE 03

Global proof
whole-theorem

diagnostic

REVIEW · STAGE 04

Global review
viability +
obstruction
localization

retry: sketch / idea
retry: global / sketch / idea

PRODUCE · STAGE 05

Step proofs
S1, . . . , Sk in

dependency order

REVIEW · STAGE 06

Step reviews
fresh independent
review for every Si

PRODUCE · STAGE 07

Proof assembly
accepted steps →

self-contained
manuscript

retry: step / dependency / sketch

REVIEW · STAGE 08

Specialized final reviews
structural | rigor |

citation | adversarial

REVIEW · STAGE 09

Aggregate final review
sole controller-facing

verdict

ACCEPT · STAGE 10

Finalize accepted branch
verify gates; copy setting,

manuscript, and final review

retry: assembly / step / sketch / idea

score ↑ 7, no blockers

FAILURE-LOCALIZED ROUTING
Reviewers diagnose; the controller selects the smallest valid producer retry.

ASSEMBLY
flaw ↓ 07

LOCAL STEP
step/dependency ↓ 05

PROOF STRUCTURE
diagnostic ↓ 03
graph/interface ↓ 01

THEOREM CONTRACT
failure ↓ new idea

Budget escalation: local unit ↓ sketch ↓ new idea ↓ branch failure

CONTROLLER INVARIANTS

GATES validate artifacts before use

WORKERS 2 run-scoped; 12 + 2k per branch

RUN MODE interactive pauses; autopilot proceeds

Both modes enforce coverage, budgets,
and accepted-copy verification.

Figure 1: The VALG workflow. Workflow 1 creates active perspective branches; Workflow 2 is shown
for one branch. Teal, amber, and green denote producers, independent reviewers, and accepted
output, respectively. Solid arrows show validated forward flow. A finalized branch does not stop the
remaining branches.

the desired theoretical guarantee, model and data setting, learning regime, or algorithmic
family. It needs not fix every aspect of the eventual theorem; rather, it defines a broad
search region and leaves appropriate choices open for refinement during idea generation.

• Depth-focus idea generator. Within each perspective branch, an distinct idea generator
proposes a concrete mechanism and candidate result using the upstream perspective
as an explicit anchor. Ideas that are unsupported by the literature or duplicate ideas
already proposed in another branch are rejected. Each generated idea must be a
field-wise specialization of its upstream perspective: it may make the analysis
target, model class, data assumption, regime, or algorithm more specific, but it may not
broaden any of these choices or contradict the perspective.

This separation keeps exploration broad without spending all proof e!ort on a single interpre-
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• Workflow 1: find the idea and problem formulation


• Literature survey provide multiple perspectives

(Target, model, data assumption, regime, algorithm)


• Depth-focus idea generation in parallel.


• Formalize the theorem statement with notation, 
assumptions, and goal.

• Workflow 2: complete the proof


• first deliver the proof sketch and create a DAG


• check the sketch to see if this problem can be solved


• Perform the step proof and then assemble them


• Final reviewers: structure, rigor, reference, adversarial.


• Accept if all reviews pass with high confidence.
Zhang et al., VALG: An Agentic System for ML Theory Research, arXiv 2026



The VALG Agent

‣ When the proof fails, a human researcher would try to go back to modify the problem 
setup, to see if other model, algorithm, or assumption can give feasible results.

VALG ML Theory Research Agent

1 CURRENT ATTEMPT

Attempt a
Evaluate one stage result

against its stated target and

accepted inputs.

2 INDEPENDENT

REVIEW

Diagnose the failure
Identify the failure type and

the smallest mathematical

object that must change.

3 CONTROLLER

ROUTING

Select the repair level
Validate the diagnosis and

route one scoped retry to

the responsible stage.

4 SELECTED PRODUCER

Construct Attempt a+ 1

Revise only the implicated

mathematical component.

5 FRESH REVIEW

Check the revision
Repeat the required

independent review or

human checkpoint before

downstream use.

Accepted
Advance the revised

result downstream

blocking: return to Step 3

Figure 2: Controlled revision in VALG. An independent review identifies the smallest repair target,
the controller routes the diagnosis to the responsible stage, and the selected producer revises only
the implicated part. The revised attempt must pass a fresh independent review or human checkpoint
before downstream use.

is possible. VALG therefore uses a hierarchy of revision loops that routes each diagnosis to
the smallest stage capable of repairing it. This hierarchical structure, along with its corresponding
review routing mechanisms, is organized as follows:

proof assembly → proof step → proof sketch → idea

global proof ↑

• proof-sketch review: ACCEPTED, REVISE SKETCH, or IDEA FAIL;

• global-proof review: ACCEPTED, REVISE GLOBAL, REVISE SKETCH, or IDEA FAIL;

• proof-step review: ACCEPTED, REVISE STEP, BLOCKED BY DEPENDENCY, or REVISE SKETCH;

• aggregate final review: ACCEPTED, PROOF ASSEMBLY FLAW, PROOF STEP FLAW, PROOF SKETCH FLAW,
or IDEA FAIL.

In every case, the failed review identifies the smallest repair target, the controller selects the
responsible stage subject to its retry budget 2, and the selected producer uses the accepted upstream
context, the failed attempt, and the validated diagnosis to change only the implicated part. Figure 2
summarizes this controlled revision cycle.

2If a stage’s retry budget is exhausted, the controller escalates the issue by routing it to a higher-level stage that
still has remaining budget.
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The proof failure is sent to multiple reviewers, they will find the smallest repair targets of 
the problem using an attempt-revise loop.



Results on COLT 2026 Open Problems
VALG ML Theory Research Agent

Table 1: Perspective-level search and evaluation summary.

Problem Subproblem Persp.
Ideas
tried

Branch
outcome

Elapsed
(h) Progress Rank

P1: Tensor ALS

Upper bound
1 7 Idea 7 76 6.50 1

2 14 Exhausted – 0.00 2

Lower bound
1 2 Idea 2 8 2.25 2

2 2 Idea 2 11 3.00 1

3 3 Idea 3 38 3.00 3

P2: 1-bit mean estimation Non-adaptive
1 1 Idea 1 13 10.00 2

2 2 Interrupted – 0.00 3

3 1 Idea 1 9 10.00 1

P3: Deep vs. linear learning

SGD
1 3 Idea 3 12 2.75 2

2 2 Idea 2 10 2.25 3

3 2 Idea 2 12 5.25 1

SQ
1 3 Idea 3 15 2.75 2

2 2 Idea 2 8 3.00 1

3 2 Idea 2 9 2.25 3

P4: Private PAC learning

Sample
complexity

1 3 Idea 3 48 6.50 1

2 4 Idea 4 91 6.25 2

3 1 Idea 1 28 5.25 3

Class
existence

1 5 Idea 5 28 3.00 2

2 2 Idea 2 25 5.50 1

3 6 Exhausted – 0.00 3

P5: Online optimization

Polynomial
1 1 Idea 1 12 5.75 2

2 1 Idea 1 24 7.00 1

Pfa!an
1 1 Idea 1 30 10.00 1

2 1 Idea 1 40 10.00 2

3 1 Idea 1 31 6.75 3

Progress P → [0, 10] is evaluated against the original paper’s subproblem by a distinct agent. Rank is computed within
each subproblem from 0.40↑ progress, 0.40↑ mathematical soundness, and 0.20↑ technical novelty by a distinct
agent. Exhausted indicates that the branch consumed its configured idea-variant budget without finalizing a theory,
whereas Interrupted indicates that execution ended before finalization by human. A dash denotes unavailable elapsed
time.

4.1.1 Subproblem 1: Upper Bound

Open question. Does some iterative method, with r < k = o(r2) components, return in
poly(n, r, log(1/ω)) time a decomposition satisfying

∥∥∥∥∥T →

k∑

i=1

xi ↑ yi ↑ zi

∥∥∥∥∥
F

↓ ω↔T↔F

with high probability over the smoothed instance?

Perspective 1.

Formalized setting and preliminaries. Fix integers r ↗ 3, n and let q→ = 1/4096. For deterministic
Ā, B̄, C̄ ↘ Rn↑r with nonzero columns, define ūj = āj/↔āj↔2 and cyclically v̄j , w̄j ; write Ū = [ūj ],

13

• 9 subproblems from 5 papers, we 
proposed 22 finalized theorem 
candidates and solved 2 
subproblems.


• For other theorems, even though the 
problem has not been fully solved, 
but we can solve the relaxed version.


• We also find out that the fully solved 
problems are typically addressed 
within one iteration.



Examples

‣ Original question

‣ Our solution

VALG ML Theory Research Agent

and, testing j = 0, 1, 2, . . . in increasing order, choose the first dyadic ωt = 2→j satisfying, for
ut = (Ct, Yt, Zt),

fQ(ut → ωt↑fQ(ut)) ↓ fQ(ut)→
ωt
2
↔↑fQ(ut)↔

2
F ,

and take that step. Both methods iterate the displayed updates from their specified starts. Write
SM
t = S(XM

t , Y M
t , ZM

t ) and FM (t) = F (XM
t , Y M

t , ZM
t ). The gradient norm is the combined

Frobenius norm of the C, Y, Z blocks.

Technical assumptions.

Assumption 4.9 (Fixed ambient dimension). n ↗ 8r5/4.

Assumption 4.10 (Superlinear algorithmic rank). r < k ↓ r5/4; equivalently, the exponent is
ε = 1/4.

Assumption 4.11 (Uniform arbitrary deterministic bases). The deterministic base triple is unre-
stricted, and the claim is pointwise uniform over all such triples.

Assumption 4.12 (Independent Gaussian smoothing). q > 0 is fixed, ϑ = r→q, and the 3r
smoothing vectors are mutually independent with covariance (ϑ2/n)In.

Assumption 4.13 (Shared target and independent starts). The two initialization triples are
mutually independent and independent of smoothing, while both methods use the same realized T .

Main theory.

Theorem 4.2 (Fixed-span positive limiting objective). Under Assumptions 4.9–4.13, with
probability at least 1/4 over smoothing and both starts, simultaneously for M ↘ {cALS, cGD},

↔(I → PHM )T↔2F ↗
3

4
↔T↔2F , FM (t) ↗

3

8
↔T↔2F for every t ↗ 0,

and FM (t) has a finite scalar limit satisfying

lim
t↑↓

FM (t) ↗
3

8
↔T↔2F .

The statement holds for every admissible r, n, k and is pointwise uniform in the deterministic
base triple.

Discussion. This is partial progress. It preserves arbitrary base factors, the smoothed tensor
model, Gaussian initialization, every r < k ↓ r5/4, and the goal of a strictly positive limiting loss
with constant probability. The main change is algorithmic: cALS and cGD constrain one factor to
its initialization span. The result also assumes n ↗ 8r5/4 and uses specified minimum-norm ALS
and Armijo-GD updates.
Technical role and remaining barrier. The source algorithms present a trajectory-control
barrier: an unconstrained update can leave the initialization span, so the proof loses the fixed
subspace used to obstruct exact recovery. Constraining the X factor keeps every represented tensor
in the fixed space SM ≃ Rn

≃ Rn. With constant probability, the target has a nonzero component
orthogonal to this space, which forces positive loss. The dimension condition gives k/n ↓ 1/8 and
hence a constant-probability orthogonal-residual witness, while the specified descent rules ensure
that the loss converges. The remaining problem is to prove, under the same smoothed model,
dimension condition, and rank window, the corresponding constant-probability positive-limit result
for unconstrained sequential minimum-norm ALS and full-variable Armijo GD. Returning to the
full source contract additionally requires removing or justifying the dimension restriction n ↗ 8r5/4.
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Relaxed part: the original question asks lower bound for all iterative methods, our theory can 
only hold for a certain class of algorithms including constrained ALS and gradient descent.



Examples

‣ Original question

‣ Our solution

Relaxed part: the original question is proposed for a general class of , our solution requires 
 to be within an odd target class.

h
h

VALG ML Theory Research Agent

Technical assumptions.

Assumption 4.28 (Parameter domain). k > 1 is fixed and known, ω → ε > 0 are known,
ϑ ↑ (0, 1/2), and 0 < ϖ ↓ ckε, for a positive k-only constant ck < 1.

Assumption 4.29 (Unrestricted central-moment class). The common law belongs to the unrestricted
class D(k,ω,ε).

Assumption 4.30 (Independent observations and seeds). Both sample blocks are i.i.d. from D.
All localization and refinement seeds are mutually independent where appropriate and independent
of the observations.

Assumption 4.31 (Precommitted protocol). The split, all seeds and masks, and the median blocks
are fixed before any bit is observed. Every query is Borel and independent of earlier messages. The
localization output enters the decoder after collection of the full transcript.

Main theory.

Theorem 4.6 (Order-optimal fully non-adaptive one-bit mean estimation). Under Assump-
tions 4.28– 4.31, for every fixed k > 1 there are k-only constants ck, Ck, ak, bk,ϱk,ςk > 0 such
that the protocol above is well defined and, for all admissible public parameters, uses one bit per
independent sample at the deterministic horizon n = Nloc +GωBref with

n ↓ Ckrk(ω,ε, ϖ, ϑ), sup
D→D(k,ε,ϑ)

Pr
D, protocol

{|µ̂↔ µ(D)| > ϖ} ↓ ϑ.

The guarantee is unconditional over all observations and protocol randomness, and uses absolute
error on R. It retains the exact three regimes displayed above, including the single log(ε/ϖ)
factor at k = 2, with all constants depending only on k.

Discussion. This theorem matches the source problem’s full scope over the unrestricted moment
class. Together with the known one-bit minimax lower bound, its rate is order-optimal. The
masked multiscale bank is fully precommitted, and localization selects the reconstruction path in
the decoder.

4.3 Is the Power of Deep Learning over Linear Models Inherently
Distribution Dependent?

Open question. Ben-David et al. (2002) defined the dimension complexity dc(H) of a binary
hypothesis class H ↗ {±1}X as the smallest dimension d s.t. there exists a feature map
φ : X ↘ Rd allowing linear representation of H (i.e. s.t. ≃h→H⇐w→Rd≃xh(x) = sign(⇒w,φ(x)⇑)).
Using dimension complexity (dc(H)) to measure the smallest shared feature dimension in which
a hypothesis class is linearly realizable, the open question of Feldman et al. (2026) asks whether
distribution-independent SQ learning implies low dimension complexity, and whether anything
learnable with (S)GD on a (benign) neural network under any input distribution is also learnable
with a linear model.

4.3.1 Subproblem 1: Learning with SGD over Neural Networks

Open question. Is there a constant C such that for all H ↗ {±1}X over X = {±1}n, and
ϖ < 1/4, if there exists a fully connected ReLU network with S parameters in total, stepsize
↼ and number of steps T , such that for every input distribution D, every h↑ ↑ H, SGD yields
expected error ELD,h→(ĥ) ↓ ϖ (expectation over the initialization and SGD sampling), then
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dc(H) → C · TS.

Perspective 3.

Formalized setting and preliminaries. Fix n,m, T ↑ 1, ω > 0, and ε ↑ 0. Let X = {↓1,+1}n,
H ↔ {↓1,+1}X , and fix a tie label s0 ↗ {↓1,+1}. Write signs0(z) = sign(z) for z ↘= 0 and
signs0(0) = s0, and define the strict error of a score g by

LD,h(g) = Pr
x→D

{signs0(g(x))h(x) < 0}.

Consider the coordinatewise ReLU activation ϑ(z) = max{0, z} and the bias-free depth-
two ReLU network

fa,W (x) = a↑ϑ(Wx), W ↗ Rm↓n, a ↗ Rm, S = m(n+ 1),

with both layers trainable. Initialize independently with W (0)
ji ≃ N (0, 1/n) and a(0)j ≃ N (0, 1/m).

Given fresh x(t) ≃ D, run T ↑ 1 one-sample, all-layer SGD steps with fixed stepsize ω > 0 and
logistic loss ϖ(z) = log(1 + e↔z). Fix ϱkink ↗ [0, 1] once and use the ReLU derivative

ϑ↗

ωkink
(z) = 1{z > 0}+ ϱkink1{z = 0}

in every gradient, so the SGD recursion is defined also at zero preactivations:

(a(t+1),W (t+1)) = (a(t),W (t))↓ ω⇐(a,W )ϖ
(
h(x(t))fa(t),W (t)(x(t))

)
.

The returned score is

Gε(x) =
T∑

t=↘T/2≃

fa(t),W (t)(x),

where ς includes initialization and all SGD samples.
The deterministic dimension complexity dc(H) is the least dimension of one feature map that

exactly represents every h ↗ H by a tie-resolved homogeneous halfspace. Its confident variant
dc1/2(H) is the least d for which a feature-map law P , chosen before (D, h), satisfies

Pr
ϑ→P

[
inf

w⇐Rd
Pr
x→D

{signs0(⇒w,φ(x)⇑)h(x) < 0} = 0

]
↑

1

2

for every D and h. Let φid(x) = x ↗ Rn.

Technical assumptions.

Assumption 4.32 (Antipodally odd target class). Every h ↗ H satisfies h(↓x) = ↓h(x) for
all x ↗ X .

Assumption 4.33 (Strict high-accuracy regime). The accuracy obeys the strict inequality
2ε < 1/(n+ 1).

Assumption 4.34 (Universal source success). The width, stepsize, and horizon are fixed before the
distribution and target, and for every D and h ↗ H,

Eε
[
LD,h(Gε)

]
→ ε,

where expectation is joint over the independent Gaussian initialization and fresh one-sample SGD
draws.

Main theory.
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 denotes the 
dimension complexity.
dc( ⋅ )

VALG ML Theory Research Agent

Theorem 4.7 (Exact identity representation in the odd high-accuracy regime). Under As-
sumptions 4.32, 4.33, and 4.34, the identity map exactly represents the class:

→h ↑ H ↓wh ↑ Rn
→x ↑ X , signs0(↔wh, x↗) = h(x).

Hence the distribution- and target-independent law Pid = ωωid succeeds with probability one for
every (D, h), and

dc1/2(H) ↘ dc(H) ↘ n ↘ S ↘ TS.

Discussion. This is partial progress. It preserves the Boolean domain, distribution-independent
learner parameters, Gaussian initialization, and all-layer SGD. It di!ers from the source problem in
three essential ways:

(i) the network is bias-free and has depth two;

(ii) every target is antipodally odd;

(iii) the accuracy satisfies 2ε < 1/(n+ 1).

Technical role and remaining barrier. Under the source setting, the proof faces three technical
barriers. First, the antisymmetric part of a general deep ReLU score can remain nonlinear, so it does
not directly define a shared linear feature map. Second, an arbitrary target may assign incompatible
labels to antipodal inputs, blocking the antipodal reduction. Third, the source condition ε < 1/4
is too weak to make a finite infeasibility witness contradict the learner guarantee. The added
restrictions resolve these barriers one by one: the bias-free depth-two architecture and the ReLU
identity ϑ(z) ≃ ϑ(≃z) = z linearize the antisymmetric score; target oddness aligns the labels on
antipodal pairs; and 2ε < 1/(n + 1) supplies the strict finite-witness gap. Together they yield
an exact representation by the identity features. The remaining problem is to obtain an O(TS)
common linear representation under the source assumptions, without these three restrictions.

Perspective 1.

Formalized setting and preliminaries. Let n be a positive integer, set X = {≃1,+1}n, and let
H ⇐ {≃1,+1}X . Write N0 = {0, 1, 2, . . .} and [r] = {1, . . . , r} for every positive integer r. Fix the
source tie label s0 ↑ {≃1,+1}, and define

signs0(z) =






+1, z > 0,

≃1, z < 0,

s0, z = 0.

Set
RD,h(w,ϖ) := Pr

x→D

{signs0(↔w,ϖ(x)↗)h(x) < 0}.

For ϱ ⇒ 0, define

dcε(H) := min

{
d ↑ N0 : ↓P →D →h ↑ H, Eω→P

[
inf

w↑Rd
RD,h(w,ϖ)

]
↘ ϱ

}
,

where the law P is selected before (D, h).
Consider a bias-free, fully connected ReLU network of positive integer depth L. Its widths

n0 = n, n1, . . . , nL↓1, nL = 1 are positive integers, and its parameter count is S =
∑L

ϑ=1 nϑnϑ↓1.
With z0 = x, uϑ = ςϑzϑ↓1, zϑ = max{0, uϑ} for φ < L, and fϖ = ςLzL↓1, initialize independently with

(ς(0)ϑ )jk ⇑ N (0, 1/nϑ↓1).
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Beyond Agentic Research

‣ Building agent for ML theory is becoming less helpful when base model becomes 
stronger:


‣ Our finding is that GPT 5.6 sol or GPT 6 astra generally do not need multi-loop 
structure to solve the well-defined problem.


‣ Our result also shows that, most of the full-resolved problems are addressed 
within one iteration.


‣ Besides, solving single problems or several open problems cannot fully reveal the 
“intelligence” or capability of the LLM.

We need to build a benchmark to systematically evaluate the capability of LLM for frontier 
ML theory research.



Starting Point: Human-written Papers

‣ Our starting point lies from extracting recent ML theory papers from arXiv
PaperProof: source corpus

arXiv category Papers Share

stat.ML 1,583 47.7%
cs.LG (cross-listed) 1,448 43.6%
math.OC (ML-relevant) 289 8.7%

Total 3,320 100%

! Papers from 1 January to 27 July 2026.
! Recent papers plus closed-book,
tool-free solving reduce contamination.

! Final benchmark: 675 tasks, each with
difficulty assigned in advance.
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These papers provide human-written proofs for well-defined problems, which at least can 
help evaluate the gap between LLM and human researchers.

Zhou et al., xxxx, xxxx (TBD)



Pipeline of the Benchmarking

• We use separate models to perform the data filtering, data labeling, and scoring.

• Every decision stage was tuned on new sets of 10 papers until model judgments largely 

agreed with human judgements.

The full pipeline

arXiv papers
3,320

Main-chain
selection

Compile and
calibrate

PRC rating
675 tasks

7 models
solve

Score with
rubric

Error audit
623 papers

major issue found

! Generation, checking, and scoring are done by separate model instances.
! Every decision stage was tuned on new sets of 10 papers until model judgments
agreed with human judgments.
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‣ Key pipeline of building the benchmark from the raw arXiv papers




Data Pipeline: From Paper to TaskFrom a paper to a task

Keep papers
whose main
contribution is a
theorem with a
proof.

Pick one complete
claim, e.g.
matching upper
and lower bounds.

Read the source
proof step by step.
Each step is clean,
locally repairable,
or wrong.

Public statement
with all
assumptions.
Private reference
proof and a
10-point rubric.

An auditor sees the
full paper; a fresh
checker sees only
the task. Then rate
difficulty.

1. Select papers 2. Select a result 3. Check the proof 4. Write the task 5. Verify and rate

3,320 papers 1,492 packages 675 tasks

Human-written proofs often fail this check.
Of the 623 flagged papers that were fully audited:
80.4% have an error that needs more than a direct fix.
45.7% lose an important central result.
Local error: repair and record it. Missing condition: restore it.
Wrong theorem: drop the result.

Packages: 1,204 completed plus 288 recovered from an earlier uncertain cohort. Of the 675 tasks, 667 pass calibration cleanly and 8 pass with a reference-proof warning.

Automated ML Theory Research 15
arXiv paper cannot be fully trusted and many of them have proof flaws and issues.



Problems in Human-Written Papers

‣ We perform some simple statistical analysis on the flawed papers.


80.4% of these papers have at least one finding at level , i.e., an error that needs a new argument.≥ 2

Error audit (1/2): what goes wrong, and how hard it is to fix

Input: papers flagged as having a major issue during task construction, audited in full.
Cohort: 623 papers, 2,019 results, 3,919 findings (one finding = one independent root error).

Error mechanism
All Level ≥ 2

Invalid inference step 50.5% 61.0%
Calculation error 20.2% 8.9%
Missing proof step 15.1% 19.7%
Invalid object in statement 14.2% 10.4%

Findings 3,919 1,658

Repair difficulty, per finding
Fix = the smallest valid correction that keeps the most of the original
result.

Level Fix requires Share

1 Direct correction recompute a formula, add the
condition the proof already needs, or
restrict to the proved range

57.7%

2 Local repair a new local lemma or case analysis;
same proof strategy

37.7%

3 Core revision a new argument for a key step 4.6%
4 Reconstruction rebuild the main mechanism or

withdraw
0.0%

80.4% of these papers have at least one finding at level ≥ 2, i.e. an error that needs a new argument.
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Problems in Human-Written Papers

‣ We perform some simple statistical analysis on the flawed papers.
Error audit (2/2): impact on the paper’s main contribution

Paper impact: after all fixes are applied, how much of the main contribution (abstract, flagship
results) is still supported?

Level What is still supported Papers Share

1 Preserved main guarantees still hold 75 12.0%
2 Qualified core result kept; some scope or a secondary result lost 263 42.2%
3 Central result a central result loses support; other contributions

remain
221 35.5%

4 Main claim the claim in the title or abstract loses support 64 10.3%

Total 623 100%

! 45.7% of papers are at level 3–4.
! Impact is separate from repair difficulty: changing a wrong O(n) to O(n2) is a level-1 repair, but can remove

the paper’s main advantage.
! “Unsupported” means the current proof does not establish it, not that the claim is false.

Automated ML Theory Research 19

Remark: impact is separate from repair difficulty: changing a wrong  to  is a level-1 repair, but 
can remove the paper’s main advantage.

O(n) O(n2)



Difficulty Evaluation of the Problem

‣ We perform the difficulty evaluation based on Proof Reconstruction Complexity (PRC), 
which is designed by evaluating the hardness of roadmap, subgoals, techniques, and 
combinations.


Difficulty: Proof Reconstruction Complexity (PRC)

Assigned before any model is run.
1. List 3–7 substantive proof obligations.
2. Score four dimensions, 0–3 each:

– S: strategy discovery
– D: subgoal and dependency
structure

– T: technical execution
– C: combining different techniques

3. Subtract for exposure: if the task
reveals part of the proof route, lower
the score or rewrite the task.

Level Score (0–12) Tasks Share

PRC0 0–3 41 6.1%
PRC1 4–6 259 38.4%
PRC2 7–8 182 27.0%
PRC3 9–10 85 12.6%
PRC4 →11, S=3, T=3 108 16.0%

Total 675 100%
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All of the evaluations are performed by LLM-as-a-judge with expert-written prompts. Human judgement 
is applied on a subset of problems to ensure the feasibility of LLM judgement.



The Ability of Natural Language Proof Check

‣ In most ML theory domain, there lacks auto formalization tool as well as the formal 
verification tool, yet, we found that natural language proof check is sufficient.


‣ We testify 20 ML-theory results with Lean-verified proofs (AI4SLT, TestingLowerBounds), 
translated to English. We then consider 3 versions with one inserted error (missing step, 
invalid inference, calculation), to verify that whether they can be identified.

With Lean as ground truth, GPT-6 Astra agrees on 99 among 100 submissions. We believe that this 
support the usage of LLM-as-a-judge for proof check, from an engineering perspective.

Is natural-language review reliable? A check against Lean

Setup. 20 ML-theory results with Lean-verified proofs (AI4SLT, TestingLowerBounds), translated to English. Each
has 5 versions: the correct proof, 3 versions with one inserted error (missing step, invalid inference, calculation),
and 1 typo-only version. The reviewer sees one proof, with no label.

GPT-6 DeepSeek GLM
Astra V4 Pro 5.3

Inserted errors found (/60) 60 58 57
with correct category and reason 60 54 55

Correct proofs called wrong (/20) 0 0 0
Typos called real errors (/20) 1 0 1
Full match with ground truth (/100) 99 87 70

! With Lean as ground truth,
natural-language review by GPT-6
agrees on 99 of 100 submissions.

! This supports using GPT review in
place of formal verification for
PaperProof calibration and the error
audit.

! Weaker models find most errors but
mislabel more (e.g. GLM reports
false notation typos).

Limits: errors are inserted, not natural; the results are well known, so models may recall the standard proof. Source: Lean Judge draft, 16 Oct 2026.
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Benchmarking LLM’s Capability

Results: 7 models on 675 tasks

Model Mean score (/10) Score → 8 No final answer

GPT-5.6 9.68 94.8% 0.1%
GPT-6 9.67 93.9% 0.1%
Kimi K3 7.89 73.0% 10.2%
Claude Fable 5 6.62 58.8% 20.9%
Qwen 3.8 Max 6.46 62.4% 29.5%
DeepSeek V4 Pro 6.25 61.3% 31.9%
GLM 5.3 3.38 34.5% 62.5%

! One request per task, closed-book, no tools, 48k completion-token budget, high
reasoning effort.

! Scored against the reference proof and rubric by GPT-6 (astra). A missing final answer
scores 0.
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Scores by difficulty level

PRC0 PRC1 PRC2 PRC3 PRC4
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GPT-5.6
GPT-6
Kimi

Claude Fable
Qwen

DeepSeek
GLM

! All models score above 9 on PRC0; the spread grows with each level.
! Spearman correlation between PRC and score: →0.26 to →0.29 (GPT), →0.58 to →0.69
(others).
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Average performance over all tasks Performance for tasks with different difficulties

We perform the simple Q&A, with carefully written prompt approach, to get the solution, no agentic 
approach is leveraged. 

We also set the limit of reasoning token length to be 48K for fair comparison.



Benchmarking LLM’s Capability

We further consider the hardest set, i.e., RPC4, and allow the reasoning token to be 256K.

Does a larger token budget fix PRC4 failures?

30 PRC4 tasks on which all five non-GPT models gave no answer at 48k. Rerun with up to 256k tokens.

Model Budget Answers Mean score (/10) Score ≥ 8

GPT-6 (original run) 48k 30/30 8.47 21/30
GPT-5.6 (original run) 48k 30/30 8.03 19/30

Qwen 256k 30/30 4.80 3/30
Kimi 256k 30/30 4.73 4/30
DeepSeek 256k 30/30 3.57 1/30
Claude Fable 128k 20/30 3.10 5/30
GLM 256k∗ 1/30 0.10 0/30

! More budget turns missing answers into submitted proofs: Qwen, Kimi, and DeepSeek now answer all 30.
! Most of these proofs are partial: score ≥ 8 on 1–5 tasks, vs. 19–21 for GPT at 48k.
! Mean tokens: 69k–106k for Qwen, Kimi, DeepSeek; 27k for GPT-6.

Failure-enriched subset, not a representative PRC4 sample. ∗GLM responses stop at a provider limit of 131,072 tokens. GPT rows reuse the original 48k results.
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GPT models consistently outperform other models, and some of other models can achieve higher 
performance with more reasoning budget. 



What’s Beyond?

‣ Good news:


‣ Difficulties can be roughly set in advance via LLM, our PRC metric could be 
useful for identifying the difficulty of the problem.


‣ PRC4 can serve as a strong metric to separate different LLM models.


‣ Using natural language to verify the correctness of the proof can be done reliably 
(I am not saying this way is 100% confidently).

‣ Challenges:


‣ Human-written data is not sustainable, some older ones have already been used 
in LLM training.


‣ Human written data cleaning is costly.


‣ It’s kind of difficult to get harder problems.



OpenTheoryBench: ML Theory

We need a source of new, verified, sustainable theory/math problems that do not depend on 
human publication.

‣ This is different from many existing works

Comparison with Related Work

Work Problem source How ours differs

FrontierMath[21] open problems Curated by
mathematicians

About 50 problems, all checkable

TCSBench[13], FormalTCS[14] Theorems proved in
papers

Answers known; reproduction

Bolzano[15] Extracted from papers Extraction only; corpus-bound
Moonshine[18] One deep problem Single-point, no difficulty scale
LiveMathematicianBench[19] New papers after cutoff Novelty prevents contamination
Stellar Colosseum[16],
Cogentic[17]

Source is not a concern Orchestrates solving only

This project Batch synthesis from a
primitive pool

Rates and bounds; openness decid-
able

All of these works draw problem sets from external corpora at a fixed size. This project grades
problems by subfield and difficulty, and the set can grow from thousands to millions.

9 / 17

Our approach is to develop methods to construct the problems automatically at scale.
https://github.com/OpenMLTheory/OpenMLTheoryData (under construction)

https://github.com/OpenMLTheory/OpenMLTheoryData


ML Theory Problems can be Synthesized

‣ Most ML theory problems follow a 
small number of templates, so they can 
be generated in batches.


‣ Published open problems are used for 
verification and deduplication.

ML theory problems can be synthesized

Under [assumptions], for [model] on [task],
what is the [guarantee] (upper or lower bound), and is it tight?

Primitive pools
assumptions,

models,
tasks, guarantees

Composition
type system keeps
combinations valid

Filtering
rules, LLM judge,
human spot checks

Novelty check
literature search,

still open?

! Most ML theory problems follow a small number of templates, so they can be
generated in batches.

! Published open problems (COLT, NeurIPS open-problem sessions) are used only as
seeds and for deduplication.
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ML theory problems can be synthesized

Under [assumptions], for [model] on [task],
what is the [guarantee] (upper or lower bound), and is it tight?

Slots and primitive pools
Slot Example primitives (sampling)

Geometry strongly log-concave, log-Sobolev,
…

Algorithm Langevin MC, MALA, HMC, …
Metric TV, KL, Wasserstein-2, …
Theorem type upper bound, lower bound,

minimax

! Most ML theory problems follow a
small number of templates.

! A type system decides which
primitives can be combined.

! Pools are versioned, so every problem
can be regenerated.

! Published open problems (COLT,
NeurIPS) are used only as seeds and
for deduplication.
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The Synthesis PipelineThe synthesis pipeline

Fill the template
from primitive
pools; the
type system
rejects invalid
combinations.

Deterministic
rules: all slots
filled, notation
defined, exactly
one goal.

A separate
model attempts
a proof: is the
problem well-
posed and not
trivial?

An independent
model
reviews the
mathematical
statement and
assumptions.

Exact hash,
then semantic
comparison
with all kept
problems. Find
the closest
theorem in a
frozen literature
atlas.

Human review
of the accepted
problems before
publication.

1. Compose 2. Structure 3. AI attempt 4. Review 5. Dedup + related 6. Human check

recursive improvement: review findings update the prompt for the next batch

Output: one record per problem, fixed format

Metadata
slot values, hash, status

Problem setup
objects, algo-
rithm, objective

Assumption
system

numbered assumptions

Key theorem
the goal to prove

Most related work
closest theorem, location, difference

Atlas example (RL/bandits): 116 source papers, 389 theorem statements; similarity to the closest theorem is recorded (e.g. 29.7%). Hash: SHA-256 of the canonicalized statement.
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Two phases: phase 1 using recursive improvement to revise the workflow (i.e., prompts and skills); 
phase 2 will directly perform simple modification of the generated problem.



What Can We Do with Synthesized Data

‣ Evaluation


‣ We can use the problems to perform fair evaluation (no model has seen these 
problems before).


‣ We can potentially set the difficulties of the problem in advance.


‣ Training


‣ Large and structured problem set can help train better models


‣ ML problems have certain advantages and we don’t need ground-truth answers 
to provide reward signals.


‣ Given a large batch of problem and its generation trajectories, we may further 
explore how LLM learns to design problems, with few human labeling.

Our initial estimate is that we can generate at least million-level ML theory problems.



OpenMLTheory Bench: Current Progress

We have started problem generation in 4 directions and generated about 5405 problems (subset of 
the problems have been reviewed and passed by human). Other directions are under construction 
for now.

Progress by direction

Direction Published Status

Sampling 3,610 bounded novelty check against a frozen
literature atlas

PAC learning 1,000 first release; novelty and difficulty not yet
assessed

RL and bandits 795 accepted from 1,404 audited candidates (218
on hold, 391 rejected)

Learning neural networks 1,000 records uploaded; not yet in the registry
Optimization 0 39 representative candidates; none certified

open yet

Registry total 5,405

! Difficulty is not yet rated in any direction; all records have difficulty: null.
OpenMLTheoryData, snapshot v0.1, 12 October 2026.
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Example dataExample: a synthesized sampling problem (smp-000001)

Metadata strongly log-concave · Lipschitz gradient · overdamped Langevin MC · constant step size · Gaus-
sian initialization · total variation · last iterate · finite-time lower bound

Problem setup Target πf → e−f on Rd. Start ϑ(0) ∼ N (x!
f , L

−1Id) and run ϑ(k+1) = ϑ(k) − h∇f(ϑ(k)) +√
2h ϑ(k+1), ϑ(k) ∼ N (0, Id), for k < K. Objective: TV(µK ,πf ), where µK is the law of ϑ(K).

Assumption system A1 (strong log-concavity): f(y) ≥ f(x) + 〈∇f(x), y − x〉 + m
2 ‖y − x‖2.

A2 (Lipschitz gradient): ‖∇f(x) − ∇f(y)‖ ≤ L‖x − y‖.

Key theorem
(goal)

Prove a non-asymptotic lower bound on TV(µK ,πf ) with explicit dependence on d,m,L, h,K,
and give a nonempty region of (h,K) where it holds. Minimax quantifiers are not allowed.

Most related work Dalalyan (2017), JRSS-B 79(3), Theorem 2 and Corollary 1, §3.
Difference: the cited result is an upper bound; this problem asks for a lower bound.

OpenMLTheoryData, problems/v0.1/sampling/smp-000001.md (statement) and .json (metadata, hash, status).
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Take Aways and Future Work

‣ Take Away


‣ GPT is strongest in ML Theory problem (I believe no one doubt that), agentic 
development may not be necessary for most ML theory problem.


‣ Building benchmark is necessary and promising (rather than solving individual 
problems).


‣ Future Works


‣ Expanding the domain of OpenTheoryBench to other subjects, e.g., optimization, 
TCS, quantum theory, theoretical physics, etc.


‣ Building a more systematic benchmark using the synthesized data.


‣ Build the problem generate-solve loop for model training. 


‣ …



Thanks 
Any questions?


